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Abstract

Recently, the combination of portal and mashup technol-
ogy has gained some attention. Portals were originally de-
signed as single points of access to the information and ap-
plications distributed across the enterprise. However, due
to the increasing number of resources available through
portals, they have gained a new challenging goal: To pro-
vide users with the information tailored to their individ-
ual needs and geared to the situation they are working in.
Mashups, the tools that dynamically integrate independent
applications, seem to be a good technique to achieve this
goal. What is needed, however, are means to automatically
create personalized mashups that optimally fit a user’s in-
formation needs in a given situation. In this paper, we de-
scribe our approach to this automatic mashup generation.
At the core of our approach are different ontology-based
models that describe the user, the domain, possible informa-
tion needs in this domain, and personalization rules deter-
mining which information to present to which user in which
situation.

1. Introduction

Portals were originally conceived as single points of ac-
cess to all the information an enterprise user might need.
Over time, however, it turned out that this is an unrealis-
tically high aim to reach for: Most companies today run
several portals and enterprise users are interested not only
in the information provided internally, but also in the infor-
mation offered by external providers. Consider for instance
a finance manager reading a news bulletin about rumors of

a planned merger of her company’s competitor with another
company and the consequences this has for the stock mar-
ket. In this situation, the manager might be interested in
a number of different additional pieces of information: the
situation on the stock market, including the stock quotes
of the companies mentioned in the text, an executive sum-
mary of the technology mentioned in the article and the list
of people from her department who are familiar with this
technology. Part of this information will be provided by the
portal she is already using (but not necessarily right next
to the information she is looking at right now), other parts
of this information may well be spread over different other
portals. In order to fulfill her information needs, a dynamic
aggregation of all of this information is necessary.

The most suitable way to achieve this aggregation seems
to be the combination of portal and mashup technology1.
One of the most concise definitions of mashups is given by
Lerner in [11]: “A mashup is a combination of two or more
Web APIs in a novel way, making information more acces-
sible and informative than it would be on its own”. Today, a
number of tools allow for the manual creation of mashups.
These tools are suitable for users with some programming
skills and an interest in “playing around” with the technol-
ogy. However, they are not suitable for the average user
who is just interested in obtaining the right information at
the right time. With current solutions, these users are rel-
egated to using existing mashups that someone has created
and made available. This will only seldom result in having
them available when one needs them.

Therefore, in this paper, we take mashup generation one
step further: We will discuss how an automatic generation

1see for instance http://blogs.zdnet.com/BTL/?p=4912 for a summary
of Gartner report on this topic.



of appropriate mashups can be supported. It will turn out
that in order to achieve this goal, we need a number of
ontology-based models: first of all, we need to describe the
user, her interests and expertise. Second, we need to de-
scribe relevant domain concepts. Third, we need to identify
which information gathering activities could be performed
with respect to which of these concepts. Finally, we need to
bring all three models together and define personalization
rules that capture which information to offer to which user
and when. In the remainder of the paper, we are going to
discuss our framework and the individual models in more
detail.

2. Related Work

In this section, we are first taking a look at existing sys-
tems – both commercial and from the research community
– for mashup generation. Afterwards, we will introduce dif-
ferent approaches to user modeling and will discuss whether
they are useful in our context.

2.1 Existing Systems for Mashup Genera-
tion

Several tools are available today for creating mashups.
Such systems as Microsoft Popfly2, Yahoo Pipes3, and
IBM’s QEDWiki4 provide users with a GUI environment
where they can aggregate different data sources using cer-
tain operators and filters. They offer widgets associated
with data sources (e.g. RSS feeds), which users can drag
to the canvas and define how the data should be aggregated.
However, these systems have a number of limitations. First,
in order to create even a simple mashup, the user has to
possess a certain level of technical knowledge. Second,
mashups are mostly used to solve a short-term information
need, for which users are not always willing to invest time
manually assembling data. Third, the number of available
data sources and aggregation operators is limited to what
the system provides.

A number of mashup frameworks have been proposed to
solve some of the problems mentioned above. Intel Mash-
Maker is a tool implemented as a browser extension that an-
alyzes the content the user is viewing and delivers additional
information the user might need to accomplish her goal [6].
MashMaker extracts structured information from the Web
pages using a collaboratively maintained database of ex-
tractors and uses this information to identify the sources of
additional content that can be suggested to the user. The
drawback of this approach is that it requires information

2http://www.popfly.com/
3http://pipes.yahoo.com/pipes/
4http://services.alphaworks.ibm.com/qedwiki/

about the parameterization of Web pages, which is manu-
ally provided by the user community. However, due to the
dynamic nature of the Web it is difficult to maintain this
parameterization information up-to-date.

In [5], Dı́az et al. describe the MARGMASH tool that
provides personalized mashups within the context of exist-
ing Web applications. The tool places so called “marginal
mashups” along the pages of the application the user is
working with. The content of these mashups is delivered
through Yahoo Pipes, which are selected based on the infor-
mation contained in the current page. In another approach,
Thang et al. describe a prototype of a personalized travel
assistant [15]. The software displays maps containing user-
tailored information about weather, accommodation, dining
places, etc.

DAMIA [14] is a rather comprehensive data integration
platform that allows the creation, discovery, and manage-
ment of quite complex mashups. It focusses on data inte-
gration issues in this context. It is geared towards manual
assembly of mashups, though.

None of the existing systems, however, is able to dy-
namically and automatically create personalized mashups
for portal users.

2.2 Related Approaches towards User
Modeling

The user model is an essential component for any system
that aims at adapting content to the users’ specific needs.
However, it is a challenging task to create an adequate user
model that accurately represents user features. A number of
proposals have been made to identify and represent knowl-
edge about users. Crabtree and Soltysiak [4] describe an
approach to deriving user interests automatically by mon-
itoring various user activities, such as reading documents,
writing emails, and browsing websites. The resulting user
model is represented as a vector of weighted keywords de-
noting user interests. In [1], Achananuparp et al. describe
how the vector user models can be semantically enhanced.
They propose using WordNet5 lexical database to establish
the semantic relations between the keywords in the user
model.

Ontologies have gained a large interest as a means to se-
mantically represent knowledge about users. Semantic rela-
tions among concepts in the user model allow deriving cer-
tain information about users that was not explicitly defined
in the model. For instance, ontological represetnation of
user interests enables propagation of the interest from child
concepts to their parents as well as among similar concepts.
In [13], Schmidt describes ontology-based conceptual mod-
els that can be harnessed by learning management systems
in order to provide users with the learning content tailored

5http://wordnet.princeton.edu/



to the level of their knowledge as well as their situational
needs. In [17], the authors elaborate an architectural solu-
tion that can automatically derive ontological user models
based on Web content and user logs. A similar approach is
described by Costa Pereira and Tettamanzi in [12].

An important aspect of user modeling is the ability to
identify and represent the degree that the user is interested
in a certain concept or possess knowledge on it, which in
its turn can affect the quality of adaptation. In [9], Kav-
cic describes a novel approach to representing the degree of
user knowledge using fuzzy set theory. John and Mooney
describe a similar approach to represent user interests in [8].

From the analysis of related work, it is obvious that we
need an ontology-based user model. The model needs to
be able to capture user interests and expertise; for both an
adoption of the fuzzy set based approaches seems to be suit-
able.

3. Mashup Framework

Our mashup framework provides users with personalized
mashups automatically generated based on the knowledge
about the user and the information about the context the user
is acting in. The framework augments the documents that
users are reading with background information and related
content gathered from different sources and aggregated into
one integrated tool. In the case of the finance manager men-
tioned in the introduction, for instance, the framework can
display a side menu that shows the situation on the stock
market, including the stock quotes of the companies men-
tioned in the text. Another side menu can be displayed to
provide an executive summary of the technology mentioned
in the article and the list of people from her department who
are familiar with this technology.

Figure 1 illustrates the high-level components of the sys-
tem architecture of our framework. In order to automat-
ically augment the portal content with relevant informa-
tion, we need a component that is able to extract machine-
readable semantics from the content. For this purpose, we
use the Calais6 Web service and UIMA framework7. These
analysis engines are able to extract certain types of entities,
such as person, company, location, etc.

The semantics extracted from the content is used by
the personalization engine to identify the information-
gathering actions that provide the user the information she
may need in a given situation. Each action is described by
its input and output concepts, which denote the input data
and wanted information respectively. The selection of ac-
tions is based on the personalization rules defined in the
personalization model and the knowledge about the user in-
terests and expertise stored in the user model, both of which

6http://www.opencalais.com/
7http://incubator.apache.org/uima/

are based on the domain model. More information on all
four components will be provided in the following sections.

After the personalization engine has identified the
information-gathering actions relevant to the user, the en-
gine invokes a composition request for every of the selected
actions. In the request, it specifies the input data and the
information that must be obtained. Then the engine sends
the request to the service composition module, the goal of
which it is to find the services that provide the requested
information. The composition module creates a composi-
tion (mashup model) by a multi-objective evolutionary al-
gorithm [10], which operates on the semantic service de-
scriptions provided by the application registry. The ap-
plication registry maintains the references to the seman-
tic and grounding service description for each of the reg-
istered RESTful or SOAPful services. After the composi-
tion, the module provides the generated mashup model to
the mashup handler, which in turn invokes the applications
and services and requests the presentation module to dis-
play the mashup on the portal page.

4. Domain Model

The key model in our framework that other models refer
to is the Domain Model. A domain model is a structure that
defines concepts and relations among them in a given do-
main, e.g., chemistry, medicine, biology, etc [7]. We have
chosen the finance domain for our proof-of-concept imple-
mentation. Therefore, in our domain model we define the
concepts that the users from the financial realm may work
with, such concepts as stock, bank, account, etc.

With respect to the chosen domain, the basic goal of pro-
viding a mashup is to allow the user to gather additional in-
formation. Therefore, we need to model concepts related to
the domain of information gathering, too. These concepts
like NewsArticle, EncyclopediaArticle, Map, or Expert are
also contained in the domain model. This part of the model
is obviously independent of the application domain and can
be reused.

The domain model is represented as an OWL ontology8,
which defines the domain concepts as ontological classes
by specifying their properties and relations to other classes.
E.g., an event Acquisition, denoting the fact of acquiring
one company by another one, is defined as a subconcept
of FinancialTransaction and described by such attributes as
date, acquiree, acquirer, and transationAmount.

The ontology is grounded on the Proton upper-lever on-
tology9, which defines upper-level concepts, such as orga-
nization, location, person, etc. Under these concepts, we
define finance-specific terms partially reused from existing

8http://www.minerva-portals.de/downloads/ontologies/finance-
ontology.owl

9http://proton.semanticweb.org/



Figure 1. Mashup Framework

finance ontologies, namely LSDIS Finance Ontology10 and
XBRL Ontology11.

In order to provide vocabulary to properly represent user
interests and expertise in the user model, we define fine-
grained categorization of the fields that belong or relate to
the finance domain. These fields are represented as a tax-
onomy and defined under the IndustrySector concept. The
categorization of fields is partially based on the Yahoo tax-
onomy12.

The domain model also contains instances of concepts.
E.g., for the concept Company, we specify such instances
as ’Microsoft’, ’IBM’, ’Google’, etc. Class instances are re-
quired to represent specific user interests in the user model.
For example, our manager is reading a news article about
an acquisition of Company A by Company B. The manager
has been dealing with the former company for many years,
hence she possesses expert knowledge on it. However, she
has never heard anything about the latter company, there-
fore, she may need background information on it. In order
to model such situation in the user model, we need to have
instances of Company A and Company B explicitly defined
in the domain model.

Inclusion of new instances into the ontology is per-
formed automatically using the Calais service mentioned in
Section 3. We harness the service in order to extract named
entities (such as company, industry term, technology, etc)
from the text of documents accessed by users. The extracted
entities that are not yet present in the domain model are then

10http://lsdis.cs.uga.edu/library/resources/
11http://xbrlontology.com/
12http://www.yahoo.com/

inserted into the ontology as instances of the corresponding
concepts.

5. Task Model

In addition to the definition of concepts and relationships
between them, we need to conceptually define the actions
that users might want to perform on the portal. We specify
such actions in a Task Model. Here, we concentrate on the
information-gathering activities that could be performed by
the user on a certain object contained in the text she is read-
ing. These activities are used in the Personalization Model
to define the information that should be provided to the user
when a certain object is present in the document. In its turn,
the semantic description of these actions and their inputs
and outputs is harnessed by the Service Composition Mod-
ule, which goal is to generate composition of services that
provide the required information.

The task model itself is represented as an OWL ontology,
which defines the information-gathering actions as ontolog-
ical concepts. Each action is described by input and output
concepts. An input concept represents a set of input param-
eters that should be provided in order to perform a certain
action; whereas an output concept denotes a set of output
parameters that will be returned by the given action. We
specify these parameters as object properties. For exam-
ple, an input concept for getEncyclopediaArticle action has
two object properties: concept and userInterest. The former
property denotes the concept on which we want to obtain an
encyclopedia article and it refers to an appropriate concept



defined in the domain model, which is EncyclopediaArticle.
The latter property is an optional parameter that is used to
convey interests of a particular user (e.g., it could be har-
nessed by the service to extract a snippet of the article that
matches the user interest); this property is of type Entity,
which is the superconcept in our domain ontology.

In certain cases, we need to provide more detailed infor-
mation on input and output parameters than just specifying
their types. E.g., for getCompanyAddress action, we define
company property of type Company in the input concept
and address property of type Address in the output con-
cept. However, this information alone is not sufficient for
the Service Composition Module to automatically generate
the right composition of services. We need a service that
returns a company address, but not a person’s address. We
provide this additional semantics by putting a restriction
on address property: address ⊂ ∀belongsTo.Company.
OWL representation of such property restriction is given in
Listing 1.

<owl:Class rdf:ID="getCompanyAddressOutput">
<rdfs:subClassOf rdf:resource="#Output"/>
<rdfs:subClassOf>

<owl:Restriction>
<owl:onProperty rdf:resource="#address"/>
<owl:allValuesFrom>

<owl:Restriction>
<owl:onProperty
rdf:resource="#belongsTo"/>
<owl:allValuesFrom
rdf:resource="&dom;Company"/>

</owl:Restriction>
</owl:allValuesFrom>

</owl:Restriction>
</rdfs:subClassOf>

</owl:Class>

Listing 1: Property Restriction Example

The task model contains two types of actions: general
actions and domain-specific actions. The first type are those
actions that could be used across different domains, e.g., ge-
tEncyclopediaArticle, getNews, getPersonAddress, etc. The
domain-specific actions represent the activities that are ap-
plicable only in a certain field. As mentioned above, we
concentrate on financial domain. Therefore, in our task
model we define the information-gathering actions that are
likely to be performed by the users working with financial
information. Among others, the model defines such actions
as getStockQuotes, getCurrencyExchangeRates, getMarket-
Statistics, etc.

6. User Model

In our framework, we aim to automatically generate per-
sonalized mashups that satisfy information needs of indi-
vidual users. For this purpose, we construct a User Model,
which reflects various user features, such as demographic

characteristics, interests, and expertise. The model consists
of two parts: static and dynamic. The static part contains
more or less invariant information about users: age, gen-
der, mother tongue, etc. This is the information that users
provide explicitly when they register in the portal. In the dy-
namic part, we represent the constantly changing user char-
acteristics, namely user interests and expertise.

We model interests and expertise as independent user
features in order to provide the user only with relevant infor-
mation, which is tailored to her specific needs and adjusted
to the level of knowledge she has on a certain concept. This
allows us to avoid the problem of, for example, displaying
a Wikipedia article about Internet banking to an expert pro-
viding consulting services in the field of banking.

The user interests and expertise are represented as an
overlay model [2]: They are defined as a subset over the
domain ontology. In the overlay user model, we refer to
concepts from the domain ontology and specify the degree
of interest the user has in these concepts. Also we indi-
cate the values that show the degree of expertise the user
possesses in these concepts. To specify the degree of inter-
est and expertise, we use set of linguistic variables: {not
interested, partially interested, interested} and {novice,
medium, expert}. We associate these variables with fuzzy
sets, which are defined by the corresponding membership
functions[16, 9].

The membership functions are based on the concept fre-
quency value, which denotes importance of a certain con-
cept for the user. To compute this value we need to know
what concepts and how many times the user has encoun-
tered in the past. For this purpose, we analyze content of
the pages accessed by the user and extract certain named en-
tities using the Calais Web service and UIMA framework.
These two analysis engines extract such entities as indus-
try term, technology, company, location, etc. Occurrences
of those entities are recorded in the user log, which allows
us to estimate importance of a concept by computing the
concept frequency value:

CFi,j= ci,j∑
k

ck,j
(1)

where c is the number of occurrences of the concepti for
the userj , and the denominator is the total number of oc-
currences of all concepts registered for the userj . The com-
puted concept frequency is a real number that can take val-
ues from 0 to 1. We use this value to define the membership
functions that represent degree of user interest; µni, µpi, µi

show the degree to which the user is not interested, par-
tially interested, and interested in the given concept (Figure
2). In the same way we define the membership functions
to represent the degree of user expertise; µn, µm, µe show
the degree of the user being novice, medium, and expert in
a given concept (Figure 3).

We are currently investigating the possibilities to obtain
the numbers showing the borders of the fuzzy sets. We



Figure 2. Membership functions for user in-
terests

Figure 3. Membership functions for user ex-
pertise

plan to conduct a series of experiments to derive the corre-
lations between the concept frequency values and the mem-
bership functions. This will allow us to correctly repre-
sent the degrees of user interests and expertise. Also we
have discovered that computing concept frequency values
for a group of similar concepts independently from the other
groups will allow obtaining more accurate degrees of mem-
bership. E.g., for computing the concept frequency of Fi-
nance (meaning an industry sector), we should count only
the occurrences of terms that denote industry sectors and ne-
glect the other concepts; whereas for computing the concept
frequency value of Northern Europe (meaning a location),
we should count only the occurrences of the terms that de-
note locations.

In our user model, we capture not only the degrees of in-
terest and expertise, but also the evolution of these two fea-
tures over a certain period of time. The user log stores the
time when the user encountered concepts. The time value is
used to discover certain patters of changing user interest in
a certain concept. For instance, this would allow revealing
that at the end of every quarter and at the end of every year a
manager of finance department is interested in obtaining the
company’s ROI report. Therefore, we can define a person-
alization rule that governs to deliver a mashup showing the
ROI metrics to the manager at the appropriate time when
she is interested in this information.

7. Personalization Model

In the Personalization Model, we define the personaliza-
tion rules that govern what and how the mashup content is
provided to the user. These rules basically define which
information-gathering actions should be delivered to a user
with certain interests and knowledge when she encounters
a certain concept in the text she is reading. The personal-
ization rules are specified in the Event-Condition-Actions
[3] form as shown in Listing 2, where event denotes a sit-
uation when the user encounters a certain concept in the
document she is reading, condition is combination of user
features and context descriptions, and actions are the infor-
mation gathering-actions that should be provided to the user
when the event occurs.

on
(event)

if
(condition)

then
(actions)

Listing 2: Personalization Rule Formula

In order to combine different user features and context
descriptors, we represent them as dimensions. In its turn,
the actions are specified at the intersections of these dimen-
sions. For instance, in order to represent a personalization
rule for an event when a student of a business school, inter-
ested in banking, with no knowledge in this field, is reading
a news article that contains a bank in the text, we need to
create three dimensions: User Interests, User Expertise, and
Document Concept and plot values ’Banking’, ’Novice’,
and ’Bank’ respectively. At the intersection of these val-
ues, we specify what information should be delivered to the
user, which in this case, could be the website of the bank,
an encyclopedia article about the bank, and news related to
this bank (Figure 4).

A multidimensional representation of the user and con-
text features has two advantages. The first advantage is
that we are enabled to use an arbitrary number of dimen-
sions to define the personalization rules. In addition to the
the interests, expertise, and the document concepts, we can
consider such dimensions as the user location, device, ac-
cessibility characteristics, etc. Also we can add the time
dimension to specify the personalization rules for a certain
period of time. Consider a manager who at the beginning
of every year travels for a regular corporate meeting to the
headquarter of her company located in Stuttgart. Our user
model defines that the user interest in Stuttgart is increasing
in January. Now she is reading an email confirming the date
on which the corporate meeting will take place this year.
While reading the email, the manager might want to check
availability of rooms in hotels of Stuttgart. To predict this



Figure 4. An example of multidimentional rep-
resentation of personalization rules

information need and provide the user with the information
she may need, we can generate and display a map mashup
showing hotels that have vacant rooms on the date the meet-
ing takes place. In order to generate such a mashup, we
need to define a time-dependent personalization rule shown
in Listing 3, which governs that when the user is reading a
document that contains Stuttgart in the text and the current
date is a day in January, then the framework should generate
a mashup displaying a list of hotels in Stuttgart on the date
mentioned in the text.

on
(documentConcept = Stuttgart)

if
((interest = Stuttgart) AND
(month = January))

then
getHotels(location, checkinDate, checkoutDate)

Listing 3: Personalization Rule Example

Another advantage is the inheritance of the personaliza-
tion rules. As described above, our domain model is repre-
sented as an ontology, where certain concepts are connected
by the isA relationship. We harness this type of relationship
in our personalization model to define personalization rules
for top-level concepts, which could be inherited by their de-
scendants. For example, we can specify a personalization
rule for the document concept FinancialOrganization that
governs to deliver two actions: getAddress and getWebsite.
In the domain ontology, FinancialOrganization is defined
as a super concept for Bank, CreditUnion, and Exchange
(Figure 5). Therefore, we do not need to explicitly specify
personalization rules for the subconcepts because they are
automatically inherited from their super concept unless we
need more specialized rules for one of the subconcepts.

Figure 5. Personalization rules inheritance

The inheritance could be achieved at any of the dimen-
sions that define their concepts in a taxonomy like structure.
As we define the user interests and expertise using the do-
main ontology, we are able to achieve the inheritance of
personalization rules at these dimensions too.

8. Conclusion

Augmenting the information provided to a portal user by
the seamless integration of additional internal or external
information sources via mashups seems to be a promising
approach to fulfill users’ information needs. In order to
ensure that the provisioning of this additional information
is tailored to the user and her current situation, one cannot
rely on preexisting mashups. In order to support non-
technical users, one can also not rely on the user to create
these mashups herself. Therefore, in this paper, we propose
an approach to automatic mashup generation based on
multidimensional personalization rules that exploit infor-
mation gathered in ontology-based domain, user, and task
models. We are currently in the process of prototypically
embedding this approach into IBM’s WebSphere Portal.

IBM and WebSphere are trademarks of International Business Ma-
chines Corporation in the United States, other countries or both.
Other company, product and service names may be trademarks or
service marks of others.
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